Missing Data Substitution for Enhanced Robust Filtering and
Forecasting in State-Space Models

Dobrislav Dobrev*! Pawet J. Szerszen*

February 20, 2026

Abstract

Replacing erroneous observations with missing values is known to mitigate outlier-induced distortions
in state-space model inference. Yet, in economic data, outliers can be small and difficult to detect, while
still occurring in temporal clusters and generating persistent distortions. We therefore put forward an
unsupervised approach for exogenously randomized substitution of missing data (RMDX), designed as
an ensemble-averaging enhancement that can be used to improve the robustness of any filter also to more
elusive outliers. Our bias-variance decomposition theory for RMDX ensemble averaging establishes that,
under mild regularity conditions on the influence of outliers, the missing data randomization rate acts
as a regularization parameter, which can be set optimally to minimize mean squared error loss using
standard cross-validation.

We corroborate these theoretical results using Monte Carlo simulations, which show that RMDX
ensemble averaging can substantially enhance the performance of commonly used robust filters, including
ones that rely on supervised missing data substitution upon exceeding outlier detection thresholds. As
anticipated, the gains are most pronounced in the presence of patches of moderately sized outliers that
are difficult to mitigate. To further assess empirical relevance in economics, we also document that
RMDX-enhanced filters perform favorably in widely used state-space models for extracting inflation
trends, where clusters of measurement outliers in inflation data are known to pose an extra challenge.
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1. Introduction

Many modern econometric models can be cast in state-space form, where filtering provides
the workhorse machinery for extracting latent states and predictive distributions or obtaining
point estimates and forecasts based on imperfect measurements. However, in various real-world
applications of state-space models in the natural and social sciences—including economics—the
optimality of existing robust filters can break down when the assumed structure of measurement
errors is not satisfied in practice. Consequently, there could be room to improve the filtering and
forecasting performance of existing methods when confronting measurement outliers that cause
model misspecification. This applies to robust filtering methods that rely either on heavy-tailed
distributional assumptions, in the spirit of Durbin and Koopman (2000) or Harvey and Luati (2014),
or on a range of thresholding and outlier detection techniques, as in Calvet et al. (2015), Crevits and
Croux (2018), Maiz et al. (2012), Marczak and Proietti (2016), among others. Moreover, in economic
data, outliers can be small and hard to model or detect, yet they may appear in clusters over time

and generate persistent distortions due to various forms of stickiness and resource utilization effects.

Motivated by this challenge, in this paper we build on the concept that replacing faulty
measurements with missing data reduces filtering distortions due to outliers. We develop and
validate an unsupervised approach for exogenously randomized substitution of missing data
(RMDX), conceived as an ensemble-averaging enhancement that can be applied to any filter to
increase its robustness, including against more moderate and hard to mitigate outliers. Drawing
on existing robust filtering techniques that employ supervised missing data substitution upon
exceeding a Huber threshold, we argue that the robustness of any filter can be further enhanced via
unsupervised missing data substitution through exogenous randomization and ensemble averaging
as formalized by the RMDX framework. More sepcifically, RMDX generates an ensemble of different
versions of the measurement series by randomly imposing missing-value subsets at a predetermined
randomization rate, applies filter F' to obtain the corresponding filtered or forecast outputs for
each ensemble member, and then computes the average of these across the entire ensemble as the
RMDX-F output. As an important benefit, RMDX can thus further suppress distortions caused by
outliers that fall below detection thresholds and may also appear in clusters with the same sign,

thereby naturally accounting for more subtle measurement distortions in economic applications.

As a main theoretical result under mean squared error (MSE) loss, we demonstrate that
RMDX ensemble averaging gives rise to a bias-variance tradeoff controlled by the missing data
randomization rate. Our key insight is that, under mild regularity restrictions on the influence of
outliers, the bias term decreases—in two empirically relevant asymptotic regimes where outliers
are either sparse or dense relative to the sample size—whereas the variance term increases as the
share of measurements that are kept (rather than replaced by missing values) becomes smaller.
This tradeoff establishes the existence of an optimal MSE-minimizing randomization rate for filters

violating MSE-optimality in the presence of outliers. As a result, the randomization rate plays



the role of a regularization parameter and can be optimally set using standard cross-validation

techniques to minimize MSE, or any other loss function that admits a bias-variance decomposition.

To validate these findings, we conduct Monte Carlo simulations demonstrating that RMDX
ensemble averaging can substantially enhance the performance of commonly used robust filters
based on Huber thresholding, including ones that rely on supervised missing data substitution
upon exceeding outlier detection thresholds. We revisit the controlled experiments in Calvet
et al. (2015) considering also the empirically relevant case of clustered arrivals of outliers of the
same sign apart from i.i.d. arrivals. We assess the performance of the following three filters and
their RMDX-enhanced counterparts: (1) RMDX-KF enhancing the standard Kalman filter KF; (2)
RMDX-RobKF enhancing the robust RobKF filter employing truncation of outliers upon exceeding
a Huber detection threshold; (3) RMDX-MD-RobKF enhancing the MD-RobKF filter employing
supervised missing data substitution upon exceeding a Huber detection threshold. As anticipated,
RMDX-MD-RobKF performs best overall, and the gains from RMDX ensemble averaging to enhance
robustness of the MD-RobK€F filter are most pronounced in the presence of patches of moderately

sized outliers that are difficult to mitigate.

To further assess empirical relevance in economics, we also document that RMDX-enhanced
filters perform favorably in widely used state-space models for extracting inflation trends, where
clusters of measurement outliers in inflation data are known to pose an extra challenge. We revisit
the UCSVO modeling framework of Stock and Watson (2016) for extracting inflation trends, which
employs an unobserved components (UC) specification extended with stochastic volatility (SV) in
both the permanent (trend) and transitory components of inflation and accommodates measurement
outliers (O) by allowing for heavy-tailed shocks in the transitory component. We consider the
performance of RMDX-UCSVO enhancements based on both fixed and optimal one-sided choices of
the randomization rate. We find that RMDX-UCSVO with a one-sided optimal randomization rate
avoids look-ahead issues, exhibits favorable learning characteristics, and achieves roughly the same
or better gains in forecasting performance over the full-sample UCSVO benchmark compared to
RMDX-UCSVO with a fixed randomization rate. From a model diagnostics perspective, our findings
also offer additional evidence that the UCSVO model is well suited for extracting inflation trends
even when RMDX-enhanced filtering is applied to improve robustness against outliers. Overall, the
empirical evidence obtained from both real and simulated data offers compelling support for our
theoretical findings that RMDX can enhance the performance of commonly used robust filters by

means of easily implemented exogenous missing data randomization and ensemble averaging.

Conceptually, our RMDX ensemble averaging enhancement can be viewed as a state space
time-series extension of bootstrap aggregation (bagging), originally developed by Breiman (1996).
As a key distinction from existing approaches to bagging in time-series settings such as Stoffer and
Wall (1991), Inoue and Kilian (2008), and Bergmeir et al. (2016), RMDX preserves time-series
dependence by retaining the original time index of each observation and randomly drawing only

induced missing values in each re-sampled measurement series. This connection to bagging



gives some further insight into the sources of overall MSE improvements offered by RMDX in
contaminated settings and is formalized in our bias-variance decomposition theory, which is geared
towards enhancing robustness to outliers by establishing the existence of an optimal rate of

randomized missing data substitution as a key novel element.

At a more intuitive level, RMDX takes advantage of the fact that a large share of the
information required for filtering latent states, estimating model parameters, and producing
out-of-sample forecasts can frequently be obtained from only a relatively small subset of the full
measurement set. This is particularly true when the latent process is highly persistent, since
in that case substituting parts of the data with missing values entails only limited information
loss. Consequently, randomizing the observations treated as missing coupled with ensemble
averaging can enhance robustness to outliers and model misspecification, which leads to bias
reduction while incurring only modest efficiency loss, thereby reducing overall MSE. This perspective
and justification for exogenously randomized missing data substitution relates conceptually to
the rational inattention paradigm of Sims (2003, 2011), but with the crucial difference that
RMDX ensemble averaging is rationalized by an information-theoretic argument for deliberate
data thinning in contaminated settings without the need to model an optimizing agent or impose

information-processing costs.

The remainder of the paper proceeds as follows. Section 2 formulates the robust filtering
problem and the proposed RMDX enhancement via exogenously randomized missing data
substitution and ensemble averaging. Section 3 lays down bias-variance decomposition theory for
RMDX ensemble averaging and establishes the existence of an MSE-minimizing randomization rate
as a regularization parameter that can be set optimally using standard cross-validation. Section 4
presents validation of the theory results in controlled Monte Carlo experiments. Section 5 assesses
empirical relevance in economics by documenting favorable performance in popular state- space

models for extracting inflation trends, followed by a summary and conclusions in Section 6.

2. Robust Filtering in The Presence of Outliers

In this section, we formulate the robust filtering problem and build on insights from techniques
suppressing outliers through supervised missing data substitution to cast RMDX-F as an ensemble
averaging enhancement to any filter F through unsupervised missing data substitution at an
exogenously set randomization rate. Specificallyy, RMDX generates an ensemble of different
versions of the measurement series by randomly imposing missing-value subsets at a predetermined
randomization rate, applies filter F' to obtain the corresponding filtered or forecast outputs for
each ensemble member, and then computes the average of these across the entire ensemble as the
RMDX-F output.

In the next Section 3 we develop bias-variance decomposition theory for RMDX ensemble

averaging, formally establishing that the exogenously set randomization rate in RMDX serves as a



regularization parameter controlling the arising bias-variance tradeo . This implies the existence
of an MSE-minimizing randomization rate for lters violating MSE-optimality in the presence of
outliers and justi es grid search for the optimal randomization rate via standard cross-validation
techniques. As a key advantage, RMDX is designed to suppress distortions also by moderately
sized outliers that may fall below detection thresholds and could arrive in patches of the same sign,
thereby naturally accommodating persistent distortions of measurements in economic applications
e.g. due to various stickiness and resource utilization e ects.

2.1 Problem formulation

We consider a Gaussian state-space model with state density (x{jX; 1) and observation density
f (yijx¢). The available measurements are contaminated by additive outliers (AO) as follows:

yt=yt7+ t Ut ; (1)

wherey? f (jx;) follows the true observation density, while the AO term is characterized by the
disturbance u; scaled by magnitude ; 2 R.

Although the standard Kalman lter (KF) is optimal in this setting in the absence of AO (i.e.
t = 0), the presence of AO (i.e. { 6 0) generally invalidates the use of KF for optimal inference
of the unobserved statesX; = (X; ;Xt), model parameters , or any associated function of

to develop robust Itering alternatives to the standard KF. In what follows, we restrict attention
to mean squared error (MSE) optimal Itering, noting that our results extend also to applicable
generalizations of the arising bias-variance tradeo under other suitable loss functions.

2.2 Robust KF via Huberization

Under the additional restriction of zero mean and locally bounded AO disturbancesa;, Calvet et al.

(2015) establish the MSE optimality of the robust KF (henceforth RobKF) using Huberization of

the Kalman updates. Estimation of the ltering distribution XjY; for Y; = fy1;y2;:::;yig based on
the RobKF modi cation of Kalman's algorithm is as follows. Given x; = E[X{jY: 1], Pt = VI[X¢Yil,
Kalman gain K and innovation ; at time t, the standard Kalman update for the state distribution

XtjYt N (%¢; Py) would be ®; = x¢ + K{ {. RobKF bounds the impact of AO entering y; on ; by
Huberizing the prediction error:

k{?ObKF =X+ Ky tmin 1;

"kKi otk @)

The optimal value of the Huberization constant depends on the model parameters. However,



MSE optimality of RobKF need not hold in real-world settings with AO disturbances u; that are
not zero mean and locally bounded. This includes the important case of patches of outliers with the
same sign (or clusters of highly correlated outliers) known to pose a particular challenge in various
applications. While Huberizing the KF prediction error does restrict the in uence of outliers whose
absolute value exceeds the detection threshold, a sequence of outliers of the same sign can still
accumulate and bias the prediction. Consequently, it may be preferable to remove such residual
Itering distortions entirely by skipping the KF update whenever outliers are detected, e ectively
treating the associated measurements as missing. This perspective has motivated robust KF variants
that rely on supervised substitution of missing data.

2.3 Robust KF via Supervised Missing Data Substitution

One robust KF variant that relies on supervised missing data substitution extends RobKF by
replacing truncation with missing data substitution whenever the Huber threshold in RobKF is
exceeded (e.g. see Martin and Su (1985) and Maronna et al. (2019), among others). This leads to
the following robust Iter, which we refer to as MD-RobKF, obtained by modifying equation (2)
above in the following manner:

RIPROE = xe Kool 10 ey (3)
The indicator function ensures that no Kalman update is made whenk K; ; k exceeds the
Huber threshold , which is equivalent to substituting the respective measurement with a missing
value. In this way, lItering errors due to outliers above the Huber threshold ( k K¢ k> ) get
eliminated instead of truncated. This prevents accumulation of errors in the same direction in the
presence of patches of outliers of the same sign (or clusters of correlated outliers) as in the case
of the standard RobKF lIter in equation (2). Consequently, supervised missing data substitution
signi cantly improves the Iter's ability to overcome patches or clusters of correlated outliers. As we
document below, MD-RobKF can therefore outperform the standard RobKF Iter in such settings

by a wide margin.

It should be noted that other outlier detection methods can be employed for robust Itering
via supervised missing data substitution in a similar fashion. For instance, Duran-Martin et al.
(2024) also demonstrate advantageous features of several robust KF Iters that apply supervised
missing-data substitution based on a threshold-type weighting function, as well as alternative
versions using smooth weighting schemes, stressing that these approaches guarantee boundedness
of the posterior impact function (PIF) in the presence of outliers. As another example, Marczak
and Proietti (2016) successfully employ indicator saturation techniques that similarly seek to replace
faulty measurements with missing data based on likelihood principles. However, any such techniques
for outlier detection share one common drawback: they cannot readily identify or suppress smaller



outliers that do not exceed detection thresholds. As another complication, not only the magnitude

t but also the dependence structure of outliers and the distribution ofu; is typically unknown and
may change over time, thereby leaving further room to improve the robustness of existing methods,
whether they rely on Huberization as in Calvet et al. (2015), indicator saturation techniques as in

Marczak and Proietti (2016) or heavy-tailed speci cations in the spirit of Harvey and Luati (2014),
among others.

Motivated by these practical issues that emerge in economic applications, we propose an
unsupervised approach to missing data substitution, conceived as an ensemble-averaging extension
to any robust lIter, including ones based on supervised missing data substitution. Our approach
uses exogenous randomization to replace observations with missing values and is intended to enhance
robustness even to small outliers that fall below conventional detection thresholds, without requiring
their explicit identi cation.

2.4 Enhanced Robust Filtering via Unsupervised Substitution of Missing
Data

Our unsupervised missing data substitution approach, RMDX, is based on exogenous randomization
of missing data points and represents an ensemble averaging technique for state-space Iters in the
spirit of bagging. It operates by averaging di erent estimates of Iltered and forecast quantities that

are generated from an ensemble of modi ed versions of the measurement series, where missing data
points are randomly introduced at a prescribed external randomization rate , while all remaining
observations stay at their original time indices, thereby preserving the time-series dependence
structure.

More precisely, given an arbitrary lter F, our goal is to enhance its robustness against
outliers through exogenously randomized missing data substitution (RMDX) by constructing a
corresponding ensemble averaging extension RMDX-F. We start from a canonical state-space model

X0 () (4)
Xt ] Xt 1; g(jxt 1) t=1; 2T %)
yeixe,  F () x); t=1; 2;:::;T: (6)

As standard, x; 2 R% is a latent Markov process parameterized by 2 with an initial distribution
(equation (4)) and a transition kernel g (equation (5)). The observation y; 2 R% contains
information about the latent states x; through the kernel f (equation (6)). We denote asXt =

any missing values, and we us&; and Y; to denote, respectively, the rst t components ofX and
YT.



To enable RMDX ensemble averaging based on unsupervised missing data substitution, we
then generate di erent versions of the measurement series by randomly inserting missing values
at a predetermined randomization rate. More speci cally, given a Itering horizon t T, we
draw indicator vectors C; = (ct1;:::;¢t) Pi( j ) onf0;1g' exogenously and independently
of (X1;Y7) and create modied measurement seriesYt(C‘> = (yic”;:::;yt(ct)) forming the

RMDX ensemble by inserting randomly missing values into the fully observed measurements

Ci=(cCt1;::15¢C) P8t( j )onf0;1g'; exogenous and independent ofXt; Yr) (7
: if ceg =1;

yeo = Ys ts s=1:::::t (8)
* missing if c.s =0;

Note that such extension of the state-space model (4){(6) based on exogenously randomized
missing data substitution does not interfere with the underlying data-generating process. Instead,
for each xed t T it constructs dierent valid versions Yt(ct) = (ng”;:::;yt(C‘)) of the
measurement series through equations (7){(8) by drawing the missing data indicatorC; =
(Ce1riit;Cet) P:( j ) that governs the substitution of measurements from equation
(6) with missing values at random, exogenously and independently of Xt;Yr). Such
exogenously randomized data thinning yields RMDX ensemble members employing dierent
modi ed measurement seriesYt(C‘) that treat yéct) as missing wheneverc.s = 0, while setting
yéC‘) to the observed measuremenys at its original time index s wheneverc.s =1 forany s t,
thereby preserving the dependence structure. Because the missing data indicatof are sampled
anew from P;( j ) for eacht, they do not have to be nested overt. In what follows, we focus on
ltering/forecasting forany xed t T by augmenting the state-space model (4){(6) with exogenous
missing data randomization based on equations (7){(8). This allows us to establish that RMDX
ensemble averaging can enhance robustness when ltering or forecasting tinle-target quantities

using observations available up to timet in contaminated settings.

Informally, our RMDX ensemble averaging framework can be described as follows. Given an
arbitrary Iter F and a time-T target expressed as a functiorh(Xt; ) of states and parameters,
we rst obtain an ensemble of F- Itered/forecast outputs h.ﬁjt(Yt; Ct) using modi ed measurement
seriesYt(C‘) with randomly missing values as prescribed by equations (7){(8). In particular, each
measurement seriesYt(C‘) entering the ensemble randomizes over the original measurements
until time t by drawing exogenously the missing data indicatorC;  P:( j ). We then obtain
the corresponding RMDX-F ensemble averagehfr*]!\{””('F (Y;; ) by taking the mean/expectation
across the entire ensemble of individual F- ltered/forecast outputs HEJI(Yt; C;) for di erent modi ed

(Ct)

measurement seriesy; with randomly missing values.

To put this RMDX ensemble averaging construction more rigorously into equations, letzt =
(X7; ) take values in the measurable spacedr;Zt) and x any t T. Applying lter F to



Y% yields a lter-implied conditional distribution £ (] Y;C) = F( j YY) 2 P(zr) for
zr = (X1, ), i.e. a probability measure on (Z7;Zt), which may be approximate. Under squared
error loss, the optimal point estimate (ltering if T = t, prediction if T > t) of any function
h(zr) ;= h(Xy; ) of states and parameters under Ejt( j Yi; Cy) is its conditional mean, so we set
the RMDX ensemble member output for each indicator drawC; as
z
h'[th(Yt;Ct) = E -';jt(th;Ct)[h(XT; D= h(@) 73(dzjYsCr) s 9)
Zt

assumingh( ) is integrable under $jt( j Yt; Ct). On this basis, we now formally de ne our RMDX-F
ensemble averaging extension of the IterF as follows.

De nition 1  (RMDX-F ensemble averaging extension of Iter F). Given lter F and function
h(Xt; ) of latent states and model parameters, de ne the RMDX-F lItered estimate ofh(Xt; )
foranyt T as the ensemble average
h [
hEEPF (Vs )= Ec):(t P(j ) IE*-'th(\(t;Ct)
= BT (Yo CHPU(CL] ) (10)
Ci2f 0;1gt

where H%t(Yt;Ct‘) is the ensemble member output for each indicator drav{ 2 f 0;1g" inducing
missing data points at randomization rate as dictated byP;( j ) in equations (7) and (8).

In essence, RMDX aims to enhance robustness to outliers df - Itered estimates for any
function of interest h(Xt; ) by averaging the respective outputsh$jt(Yt;C{) across an ensemble
of modi ed measurement series with randomly induced missing data based on exogenously drawn
indicators C! according to Py( j ). Lemma 1 demonstrates that the RMDX ensemble-averaged
point estimate h$}\{'DX'F (Yy; ) can also equivalently be expressed as the conditional expectation

E RvDX-F Gve: )[h(XT; )], taken with respect to the corresponding RMDX ensemble averaging
Tit '

distribution (probability measure) .FFJ!‘{'DX'F (jVYe ).

Lemma 1 (Equivalent formulation using RMDX-F ensemble averaging distribution for lter F).

Fix any t T and de ne the RMDX-F ensemble averaging distribution RMPX-F (Y. ) as the

Tjt
following mixture for zt = ( Xt; ) in the measurable spac€Zt;Z7):
h [
?}\{IDX'F (Y )= E():(t P(j ) $jt( ] Yi;Cy)
= T YaCOPU(CH] ) s (11)

C|2f 0;1gt

where $jt( j Yi;C}) 2 P(Z7) is the ensemble member conditional distribution implied by Iter
F for each indicator draw C{ 2 f 0;1g! inducing missing data points at randomization rate as
dictated by Py( j ) in equations (7) and (8). Then the mixture .Fr*j“{'DX'F (j Yy ) dened in

9



equation (11) is a probability measure in P(Zt). Furthermore, if h(zy) h(Xy; ) is integrable

with respect to $jt( j Yi;Cy) for all C; 2f0;1g" and the corresponding ensemble member output is

given byH%I(Yt;Ct) = E -|E~t(th'Ct)[h(XT; )] in equation (9) then the RMDX-F ensemble-averaged
] ;

estimate hRMPXF (Y,: ) of h(X1; ) from De nition 1 can equivalently be expressed as the following

Tit
conditional expectation with respect to .FF}‘{'DX‘F (jYy; )foranyt T:
Z
hEOF ()= E puoxe (jyyNXri 0= he2) §YOF @ziv ) @)
Zt
Proof. See Appendix A O
The RMDX ensemble-averaging distribution .FF}\{'DX'F i Yi; ) from Lemma 1 can be
used not only to compute h$}\fDX‘F (Y;; ) as the (conditional) mean of h(X1; ) under that

probability measure, but also to obtain respective higher-order moments and other key distributional
characteristics, including quantiles for a scalar targetH = h(Xt; ) 2 R. However, unlike means and
raw moments, quantiles are not linear in the mixture components and must therefore be evaluated
from the mixture distribution (e.g. via numerical inversion or mixture sampling). Likewise, central
moments such as variances cannot be obtained by simply averaging component variances, but rather
by expressing them through the underlying raw moments.

In terms of RMDX implementation, the choice of probability weights P;(C; j ) for the missing
data indicators C; is exible. A basic scheme is sampling eaclt.s  Bernoulli( ) independently.
However, especially for low , this design assigns signi cant probability to using a low number of
observations, which can lead to identi cation and numerical instability issues. Therefore, as a more
reliable approach we instead x the number of retained observations atk; = bt e, where bxe is the
nearest integer tox. This leads to the following distribution for C;:

8
PCii )= K Nt e = ks bt (13)
- 0 otherwise.

In practice, since the sample space o€; is growing exponentially with t, it is infeasible to
calculate the expectation in equation (10) across all possibleC;. Therefore, in applications, we
replace it with an average over Monte Carlo samples fromP¢( j ). While this introduces some
stochastic noise to the estimation, in practice we nd that this noise is small provided a large enough
number of indicator draws.

This speci ¢ formulation of RMDX as an ensemble method represents a natural state space
time-series extension of bagging, originally developed by Breiman (1996) fan.d: data. Time-series
dependence is preserved by RMDX thanks to retaining the original time index of each observation
and randomly inducing only missing values in each re-sampled measurement series, exploiting the
ability of state-space models to handle missing data. This distinguishes RMDX from previous

10



approaches to bagging in time-series settings such as Sto er and Wall (1991), Inoue and Kilian
(2008), and Bergmeir et al. (2016). To the best of our knowledge, the advantages of this specic
approach to extending bagging to a state-space time-series framework|as characterized by the
bias-variance decomposition theory for RMDX in the next section|have not yet been examined in
such settings. As a key novel element, RMDX is geared towards enhancing robustness to outliers
via an optimal rate of randomized missing data substitution. In what follows, we therefore seek to
characterize the attainable improvement in precision of the RMDX point estimate h.Fr*J!‘{'DX'F (Yy; )
as governed by the choice of the randomization rate for popular loss functions that admit
bias-variance decomposition, focusing on squared error loss.

3. Bias Variance Decomposition Theory for RMDX Ensemble
Averaging

We show that RMDX ensemble averaging introduces a bias{variance tradeo controlled by the
missing data randomization rate . Our main theory result is that, under mild regularity conditions

on the in uence of outliers, the bias term decreases when each ensemble member retains fewer
measurements (smaller ), because the likelihood that a given ensemble member is a ected by
outliers is reduced. At the same time, the variance/uncertainty term increases, since using only
k = bt e observations and treating the remaining ones as missing reduces the available information
in each ensemble member, which in turn lowers the statistical e ciency of the ensemble average
as well. This establishes the existence of an optimal randomization rate for lters that are not
MSE-optimal in the presence of outliers, and justi es the use of grid search in combination with
standard cross-validation methods to determine the optimal value of .

3.1 Bias Reduction through Missing Data Randomization

In what follows, all expectations E[ ] are unconditional expectations under the true joint distribution

of latent states and measurements. Conditional expectations given an information setl are written
explicitly as E[ jH]. We formalize bias reduction using the following mild assumption that isolates
outliers as the source of distortion and bounds the magnitude of such distortion when an ensemble
member retains at least one outlier. Importantly, the assumption only gently limits the in uence

of outliers while still permitting a wide variety of time-series structures, including ones that could
undermine the MSE-optimality of standard robust lters. In particular, it permits stretches of
non-explosive outliers of the same sign, thereby accommodating persistent distortions in economic
data stemming from various forms of stickiness and resource utilization e ects.

Assumption 1  (Outlier inuence) . Let h(Xt; ) be square-integrable andM; f 1;:::;tg denote
the set of outlier time indices up to timet with count r; := jM¢j. For any indicator draw C; =

11



() ( Unbiasedness in the absence of outlieydf S(C{)\ M = ;, then

E[RT; (Ye; C)l = E[h(X+; )]: (14)

(i) ( Bounded distortion in the presence of outlier§ There exists a deterministic sequenceB; 2
(0; 1 ) such that for all indicator draws C; such thatS(C;)\ M 6 ;,

E[RT;(Y;COl  Elh(Xt; )] Be (15)

Given Assumption 1, the only indicator draws that can contribute to systematic distortion
are those whose retained index set intersectsl;. This leads to the following key result establishing
bias reduction for the RMDX-F ensemble-averaging estimatorh.'ﬁ}\{'DX": (Yy; ) both in the case of
Itering ( T = t) and prediction (T >1t):

Proposition 1  (Bias reduction by RMDX ensemble averaging) Suppose Assumption 1 holds and
draw the missing data indicator C; according to equation (13) foranyt T. Let ki = bt e and
de ne the likelihood of retaining at least one outlier

tore

()= Pe () S(CO\ M6 =1 (16)
k¢

Then the RMDX-F ensemble-averaging estimator satis es the nite-sample bias bound

|
h i tore
E hRYOXF (Vi ) E(Xri )] Bep( )= B 1 an
Kkt

Proof. See Appendix A O

The bound (17) is fully non-asymptotic and clearly shows that bias reduction is governed by
the product B¢ pt( ): by randomly keeping only b t e observations while treating the rest as missing,
we lower the probability p;( ) for RMDX ensemble members to include at least one outlier, whileB
limits the size of the resulting distortion when an outlier is present. We now obtain, as corollaries,
more explicit bias reduction results for two asymptotic regimes of practical interest.

We rst examine the case of sparse outliers, which means that the number of outliers;
increases more slowly than the sample size In this setting, as formalized by the following corollary,
Proposition 1 implies that the bias of the RMDX ensemble mean converges to zero when outlier
distortions are non-explosive:

Corollary 1 (Sparse outliers: vanishing bias with growing number of retained observations)
Suppose Assumption 1 holds and in addition the number of outliers;, the distortion bound B;
as well as their productr:B; grow sublinearly,

re= O(t?) ; B; = O(t?) for somea;b2 [0;1) such thata+ b< 1 (18)

12



Set = O(t ©) for any c such thata+ b < ¢ < 1. Then the bias of the RMDX ensemble mean
vanishes h i
E h{®F (Y, ) E[h(Xt;)]! 0 ast!l (19)
with a growing number of retained observations by each ensemble member as dictatedpy b ite=
O(t! ©)11 |, which ensures non-degeneracy.

Proof. See Appendix A O

Next, we consider the case of dense outliers, characterized by a xed proportion of outliers,
relative to the sample sizet, and a uniform distortion bound B; = B. In this regime, as formalized
by the following corollary, Proposition 1 implies that the maximum bias of the RMDX ensemble
decreases, although it may not fully disappear as in the sparse regime discussed above, provided
that each ensemble member keeps a xed numbek; = ko of randomly selected observations for
everyt Ko, treating the remaining t ko observations as missing.

Corollary 2 (Dense outliers: bias reduction with xed number of retained observations) Suppose
Assumption 1 holds and both the outlier fractionrt—t and the distortion bound B; converge to some
positive constants,

rti! m2(0:1); B! B2(0:1) ast!l (20)

Fix an integer ko 1 and foranyt kgset (= ?, so that ky = kg. Then
p()! 1 @ mko; ast!l ; (21)

and therefore the maximum bias of the RMDX ensemble mean decreases
h i
limsup E hRYPXF (v; ) Eh(X7; )] B 1 (1 m)ke ; (22)
ti1
with a xed number ki = ko of retained observations by each ensemble member, which ensures
non-degeneracy.

Proof. See Appendix A O

3.2 Eciency Loss Caused by Missing Data Randomization

The obtained results in Proposition 1 and Corollaries 1 and 2 establish that the RMDX ensemble
construction oers a practical way to reduce ltering and prediction biases by lowering the
randomization rate ( < 1). On the ip side, akin to sub-sampling, restricting data utilization
( < 1) decreases information and comes at the expense of larger variance relative to utilizing
the full sample ( = 1). Abstracting from Monte Carlo approximation noise in (10) (e.g. by
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considering the complete RMDX ensemble or taking a large enough ensemble size in Monte Carlo
approximations), we therefore focus on characterizing the fundamental e ciency loss that arises
from conditioning on only k; = bt e observations while treating the rest as missing.

To this end, let F; := (;) denote the full-sample information set up to time t, and de ne the
full-sample conditional-mean estimator Tit of h(X+; ) and its associated risk (MSE) RTjt under
square loss (ltering if T = t, prediction if T >1t):

0= ENXT ) iFd Rye= B0 ) 1)) (23)
From the MSE-minimizing identity it follows that for any estimator 2 L2(Fy)

E[(h(X7; ) ) Elh(Xt: )  1;0°1= Ry, (24)
where equality holds for = Tit-
Our goal is to establish MSE monotonicity for oracle (MSE-minimizing) ensemble averaging
benchmarks %‘f(k) exploiting the reduced information in indicator-based samples that retain
exactly k observations while treating the restt k as missing. We therefore consider the entire
class of ensemble averages that span the space of all possible estimators conditioning on exagtly
observations. More speci cally, for eachk 2 f 0;1;:::;tg, let

n Xt 0
Gk := C=(c;:::;0)2f0;1d" : cs =k (25)

s=1

denote the set of all |t< indicators of length t with exactly k elements equal to 1, and for each
indicator C 2 Cx de ne the corresponding information set

Ft(C) = Cifys:ics=1g F ¢ (26)

Consider the linear class of all ensemble averages over di erent estimators%t 2L2 Ft(c)
8 9
< ¢ 1X =
Vik = St §2L2F© foralc2Cy, L¥Fy): 27)
’ C2Cx ’

That is, Vi contains all estimators that can be written as a uniform average acrossf( estimators

%t, each of which is based on an indicator-speci ¢ information seFt(C) for a corresponding sample
fys : Cs = 1gthat retains exactly k observations. In particular, Vi includes the RMDX-F ensemble
mean h.'?}\t"DX'F (Y;; )forany lter Fand suchthatk = bte

De ne the oracle risk R$’j‘ts(k) for ensemble averages of estimators conditioning ok out of t
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observations as the best achievable MSE within the clas¥; of such estimators,

RTj(K) = nf Elh(Xr:) )l; (28)

t
and de ne an associated oracle ensemble benchmarl@rj‘f(k) as the uniqgue MSE minimizer over the

subspace closuré/y,

e(k):=arg min E[(h(X7; ) )% sothat RES(K) = E[(h(XT: )  §R(K)NZ: (29)

Vt;k

The following result formalizes the information-theoretic monotonicity of conditional
uncertainty: conditioning on fewer observations cannot increase the best attainable e ciency by
ensemble averages.

Proposition 2  (E ciency loss for oracle ensemble averages under data thinning) Fix any t T
and leth(X; ) be square-integrable. With the de nitions above, the MSE risIR$rj‘tS(k) of the oracle
ensemble averages%‘f(k) in the subspaceVy satis es:

(i) ( Monotonicity in k.) If 0 k<k?© t,then Vix V ko and therefore
SHOMGHOE

implying that data thinning (k < k 9 weakly increases the best attainable MSE by ensemble
averages.

(ii) ( E ciency-loss decomposition.) For every k t,

RTje(K) = Ryj + F (it 2 ??{S(k))z} : (30)
Tk 0

where the e ciency loss term  £75(k) 0 is non-increasing in k and vanishes wherk = t as

Tjt
ens(t) =

Tjt Tjt"

Proof. See Appendix A. O

Thus, consideringk  t , the oracle e ciency weakly decreases as shrinks. Itis important to
note that Proposition 2 is an oracle information-theoretic statement: even in the best case within the
class of ensemble averages of estimators based on dnput of t observations, data thinning cannot
improve e ciency and weakly decreases it as one thins more by reducing. The established e ciency
loss caused by data thinning is di erent from the traditional variance reduction in bagging, which
arises when averaging helps to stabilize an otherwise unstable estimator around its expectation. In
RMDX these e ects can coexistlensemble averaging may stabilize the Iter-speci ¢ variance of an
unstable lIter|but data thinning necessarily incurs an information-loss penalty. Next, we formally
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derive the MSE decomposition for RMDX ensemble averaging, thereby characterizing the resulting
bias-variance trade-o and demonstrating the existence of an MSE-optimal randomization rate .

3.3 MSE Decomposition and Optimal Missing Data Randomization Rate

The results obtained in Proposition 1 together with Corollaries 1-2 establish that, for any
Iter F used in RMDX-F, ensemble averaging can mitigate prediction bias by choosing a lower
randomization rate ( < 1). Conversely, Proposition 2 demonstrates that restricting the amount
of data utilized by each ensemble member inevitably lowers the maximum achievable e ciency
of ensemble averaging relative to using the complete sample (= 1). Taken together, these
results yield our main theoretical contribution: the RMDX ensemble averaging framework induces a
bias{variance tradeo governed by the randomization rate , as formalized in Proposition 3 below.

Proposition 3 (MSE decomposition for the RMIDX-F ensemble mean) Fix t _ T and leth(¥Xr; )
be square-integrable. Letk; ;= bte Gk, = C = (c;:::;¢) 2 f0;1g : ts:l cs = ki and
let h.'ﬁj!\{'DX": (Y;; ) be the exact (non-Monte-Carlo) RMDX-F ensemble mean estimate ofi(Xt; )
from equations (10)-(13) above

1 X

R F (Vi ) = BT, (Yi; C): (31)
C2Cu ,

Let the oracle ensemble average?rj‘f(kt) and e ciency loss $’j‘t5(kt) 0 be as in Proposition 2 and

let the impact of outliers satisfy Assumption 1. Then

B (MFPT (% ) hoxr )? = EIRGROT (v 1 B )]f

Squared bias due to misspeci cation
Reducible as  # and ky t #

ens, RMDX-F . ens,
+ Ry + T-{t(ktf + V hRY (Y{, ) k). (32)
|{Z! | —{z— I z }
Full information variance Variance increment due to data thinning Implementation Variance
Irreducible Reducible as " and ki t " Filter-speci ¢

In particular, the reducible squared-bias term is controlled by Proposition 1, which yields the
following explicit MSE upper bound:

E (hFY™F (Y ) h(Xri ) BER( )+ Ryt §R(k)+V hEYPF (Yo ) $Rko) : (33)
Proof. See Appendix A. O

Equation (32) represents a \bias{variance{noise" decompaosition under squared loss. The
irreducible variance component is the full-sample minimum MSE riskRTjt = E[(h(XT; ) Tjt)2].
The term $rj‘f(kt) is an information-theoretic data thinning penalty: it measures the minimum
loss in e ciency incurred by ensemble averaging over estimators utilizingk; observations and is
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monotone ink; (Proposition 2). The remaining two terms decompose the discrepancy between the

implemented RMDX-F ensemble meanh.'?}\{'DX": (Yi; ) and the oracle ensemble mean 7(kt) into

a lter-speci ¢ variance component V h.Fr*}\t"DX'F (Ye; ) §f(k) and a squared-bias component
E[h.FF}‘fDX'F (Ye; )] E[h(X+: )] 2, which is bounded by Proposition 1 through the likelihood py( )

of retaining at least one outlier by the ensemble members, leading to the explicit MSE upper bound

in equation (33).

The arising bias-variance tradeo establishes the existence of an optimal randomization rate
for Iters violating MSE-optimality in the presence of outliers and justi es grid search for the
optimal randomization rate via standard cross-validation techniques.

Corollary 3 (Existence of optimal missing data randomization rate). For any lter F that is not
MSE optimal in the presence of measurement outliers there exists an optimaf 2 (0; 1] minimizing
MSE of the RMDX-F ensemble mean in Proposition 3 as a function of the randomization rate .

To broaden the scope of these insights beyond the popular special case of a squared
loss function, note that James and Hastie (1997) and James (2003) provide generalizations of
bias{variance decompositions for symmetric loss functions, while Heskes (1998), Wu and Vos
(2012) and Vos and Wu (2015) derive analogous decompositions for loss functions arising from
Kullback{Leibler divergence or log-likelihoods. Consequently, the above results regarding the
RMDX-induced bias-variance tradeo as a function of the randomization rate  naturally carry
over to such other loss functions beyond squared loss.

4. Performance Comparisons on Simulated Data

To validate our theory results and demonstrate the attainable enhancements in robust ltering via
missing data substitution, we conduct nite-sample performance comparisons in controlled Monte
Carlo experiments. We consider the following three Iters and their RMDX-enhanced counterparts:
(1) RMDX-KF enhancing the standard Kalman Iter KF; (2) RMDX-RobKF enhancing the robust
RobKF lIter; (3) RMDX-MD-RobKF enhancing the MD-RobKF lter.

Our simulations are based on the setup studied in Calvet et al. (2015) undeiii:d: AO
contamination structure with varying contamination magnitudes = in accordance with equation
(). However, apart from i:i:d: outliers when RobKF optimality holds we also consider the
empirically relevant case of clustered arrivals of outliers of the same sign (patches of one-sided
AO contamination) violating the necessary condition for MSE optimality of RobKF. We document
substantial gains in robust Itering when employing not only supervised missing data substitution
but also unsupervised missing data substitution as an ensemble averaging add-on via RMDX,
particularly in cases where outliers arrive in clusters rather than independently. We discuss the
data generating process and contamination structures in Section 4.1 and then compare Itering
performance in Section 4.2.
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4.1 Monte Carlo Setup

4.1.1. State Space Model with Additive Outliers
Following Calvet et al. (2015) we consider the following linear Gaussian state-space model

yi=0:1x{ 01xZ+ ! yZ = 0:Ax{ +0:1xZ2 + 2
1_ -0yl 1 2~ 0-0x2 2
X =09y 1+ !¢ ¢ Xe =09 1+ !¢ ¢

wherey, = (yi;y2) 2 RZ, x¢ = (xf:x2) 2 R2, ¢ N(0;12), '+ N(0;l),and E( ¢! ) =0.

We consider two types of AO-based contamination structures in accordance with equation (1).
First, we consider continuous contamination used in Calvet et al. (2015) withi:i:d: arrivals at 5%
frequency. Conditional on contamination present in the data, the contamination term is given by a
product of the contamination coe cient 2 R and u; 2 R?,  ug, where u; is sampled uniformly
from a ball of radius jjy, tJl, where  is a ltered mean of states at time t formulated with
uncontaminated observationsy,;::;; Y, , i.e., = E(Xtjyq; Yy, ) that can be easily obtained with an
application of the Kalman Iter upon observing the true measurements. The value of contamination
coe cient controls the size of the arriving outliers. We assume that 2 [ 40;40], which allows to
study a wide range of AO contamination levels!

In our second contamination scenario, we consider patch-based arrivals of outliers of the same
sign while keeping the de nition of the outlier size the same as in the rst setup. More speci cally,
we assume that contaminated observations have frequency of 5% and are clustered (patched) on
blocks of N observations. The blocks are assumed to be interleaved by the same constant number
of uncontaminated observations. The length of contamination clustersN. determines the extent of
the patch-based contamination, with higher values ofN indicating longer uninterrupted spans of
unreliable information that can distort an insu ciently robust lter.

In both scenarios, we set the sample length to Z®OO0 as in Calvet et al. (2015). This translates
into about 500 contaminated observations for thei:i:d: contaminated scenario. For the second
scenario we pick 10 blocks oN. = 50 observations each for the patch-based contamination.

4.1.2. Robust Kalman Filters

We consider six lIter speci cations. The standard KF, the RobKF and the MD-RobKF lters are
discussed in Section 2. We contrast each lter's performance to the proposed extensions augmenting
all three lters with unsupervised missing data substitution based on RMDX. The RMDX
enhancements of KF, RobKF and MD-RobKF lters are denoted as RMDX-KF, RMDX-RobKF
and RMDX-MD-RobKF, respectively. For the RobKF-based lters we set = 3:08 as the optimal

1 The values of studied in Calvet et al. (2015) range from 25 to 25.
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Huberization threshold for this model from Calvet et al. (2015). For the RMDX enhanced lters, we
specify the randomization paramater ( ) to take the values that minimize the root mean squared
error (RMSE) for the true states for an assumed contamination magnitude .

Our Iter comparisons are based on evaluating RMSEs for the ltered states and the failure
rates for 90% prediction con dence bands for the states. As documented in Calvet et al. (2015),
the RobKF Iter clearly dominates the KF lter, yielding lower RMSEs and failure rates closer to
the theoretical 10%. We focus on exploring the scope for further improvement via RMDX ensemble
averaging.

4.2 E ciency and Robustness Comparisons

4.2.1. The case of i.i.d. -contaminated measurements

The RMSEs attained by each lter for a range of contamination levels are presented in the top
panel of Figure 1 and Panel A of Table 1. Calvet et al. (2015) show RMSE-optimality of the
RobKF lIter in the case of i:i:d: contamination. The attained RMSE values of the RobKF Iter
clearly dominate the standard KF Iter at any contamination level with a reduction of up to 65%
of the RMSE for the extreme size of contamination withj j = 40. The MD-RobKF Iter employing
supervised missing data substitution still improves on the RobKF Iter showing the lowest RMSEs
among lters not augmented by RMDX. Our RMDX enhancement via unsupervised missing data
substitution further improves performance of the KF, RobKF and MD-RobKF lIters, with the
largest gains observed for the standard KF lter, followed by the RobKF Iter and more modest
gains for the MD-RobKF Iter. The improvements for the MD-RobKF lter, although modest, are
most pronounced in the middle-range of outlier contamination sizes. Overall, the performance of
the MD-RobKF Iter dominates that of the RobKF lter, thanks to replacing outliers exceeding
the Huber detection threshold with missing data. Enhancing the Iters by employing exogenous
missing data randomization and ensemble averaging via RMDX yields extra gains thanks to further
suppressing Itering distortions by smaller outliers that are harder to mitigate due to falling below
the Huber detection threshold.

In Panel B of Table 1 and in the bottom-panel of Figure 1 we present failure rates computed
for every contamination level at 10% nominal failure based on 90% prediction con dence bands.
Overall, the results for failure rates are similar to those for RMSE performance. It is evident that
both the KF and RobKF lters are outperformed by the MD-RobKF Iter. The RMDX-enhanced
Iters show further improvements and perform best, with modest gains also for the already very
well performing MD-RobKF lter in the case of i.i.d. outliers.
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Figure 1: RMSE and failure rates for 90% prediction con dence bands (10% nominal failure) plotted as a function
of contamination level for i.i.d.-contaminated observations. The depicted comparisons are for the KF, RobKF,
and MD-RobKF lters visa-vis the enhanced RMDX-KF, RMDX-RobKF, and RMDX-MD-RobKF lters with
MSE-optimal randomization rates  for each contamination level (outliers magnitude). Top panel: RMSE. Bottom
panel: 90% con dence band failure rate.
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Table 1: Filter-optimized RMSEs and failure rates for 90% prediction con dence bands (10% nominal failure) for

i.i.d.-contaminated observations.

(outliers magnitude)

Contamination level
Filter -40 -20 -10 -5 0 5 10 20 40
Panel A: RMSEs
KF 6.150 3.499 2.417 2.058 1.922 2.053 2.408 3.487 6.136
RobKF 2.132 2.119 2.083 2.015 1.922 2.009 2.069 2.105 2.122
MD-RobKF 1945 1954 1975 1.991 1.922 1.982 1.969 1.957 1.950
RMDX-KF 2.289 2.246 2.149 2.025 1.922 2.016 2.131 2.230 2.280
RMDX-RobKF 2.059 2.052 2.036 1.999 1.922 1.989 2.020 2.037 2.045
RMDX-MD-RobKF 1.944 1952 1.971 1.982 1.922 1.971 1.964 1.955 1.949
Panel B: Failure Rates
KF 0.324 0.237 0.165 0.124 0.100 0.120 0.161 0.233 0.323
RobKF 0.137 0.135 0.130 0.117 0.100 0.116 0.128 0.134 0.137
MD-RobKF 0.103 0.104 0.109 0.113 0.100 0.110 0.109 0.105 0.103
RMDX-KF 0.106 0.125 0.130 0.119 0.100 0.115 0.128 0.125 0.123
0.113 0.100 0.112 0.117 0.120 0.122

RMDX-RobKF 0.123 0.122 0.118
0.108 0.104 0.103

RMDX-MD-RobKF 0.102 0.103 0.108 0.110 0.100 0.108

Figure 2: MSE-optimal randomization rates  for unsupervised missing-data substitution and ensemble averaging in
the RMDX-KF, RMDX-RobKF and RMDX-MD-RobKF lters, plotted as a function of contamination level (outlier

magnitude) for i.i.d.-contaminated observations.
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The optimal randomization rates minimizing each lter's RMSE depicted in Figure 2 suggest
that the optimal values are markedly lower for the RMDX-enhanced KF and RobKF lters and
the optimal values decrease with the level of contamination. In contrast, the MD-RobKF Iter
employing supervised missing data substitution does not bene t to the same extent from enhancing
it with exogenous randomization of missing data and ensemble averaging via RMDX as outliers
below the Huber detection threshold are less likely to cause large lItering distortions in the i.i.d
case. Nevertheless, even for MD-RobKF the lowest optimal values of around 08 coincide with the
largest improvements in terms of RMSE at mid-sized levels of contamination as seen from Panel A
of Table 1.

4.2.2. The case of patch-contaminated measurements

In the case of patch-contaminated measurements, the necessary condition for RMSE optimality of
the RobKF lter is violated. As a result, both the KF and RobKF Iters have subpar RMSE
performance as can be seen in the top panel of Figure 3 and in Panel A of Table 2. The
MD-RobKF lter outperforms both the standard KF and RobKF lters, and even in the most
challenging scenario with medium-sized outliers, its performance deteriorates by no more than 30%
compared to the case without contamination ( = 0). Exogenous missing data randomization and
ensemble averaging via RMDX signi cantly enhances the performance of all lters. The RMSE
reduction increases with contamination size for both the KF and Rob-KF lters. The RMDX
enhancement of the MD-RobKF lter clearly outperforms all other lters. As seen in Figure 3, the
RMDX-MD-RobKF lter signi cantly improves over the MD-RobKF lter especially in the range

of mid-sized outliers, while displaying more modest performance gains for larger outliers that are
not as challenging to suppress by the MD-RobKF Iter.

When it comes to the observed failure rates shown in the bottom panel of Figure 3 and reported
in Panel B of Table 2, the Iters mirror their RMSE performance. The KF and RobKF lIters
perform the worst and are clearly dominated by the MD-RobKF Iter, while the RMDX-enhanced
Iters perform best by a wide margin. Similar to the case ofi:i:d: contamination, the largest gains
attributed to RMDX-enhancement of the MD-RobKF lIter are observed for small and middle-range
contamination levels.

An inspection of the optimal randomization rates minimizing each lter's RMSE, presented
in Figure 4, shows that the optimal values are markedly lower for the RMDX-enhanced KF and
RobKF lters compared to the case of i:i:d: outliers, with optimal values of  decreasing with
the magnitude of contamination going up. Among these lters, the RMDX-RobKF lter shows
the most drastic drop in optimal compared to thei.i:d: case for all contamination levels. The
more extreme randomization of missing data helps somewhat alleviate the lack of robustness of the
RobKF Iter when outliers are clustered. The drop in the optimal missing data randomization rate
for the RMDX-MD-RobKF lter is not as extreme and is more signi cant for the most challenging
region of mid-sized outliers less reliably suppressed by the MD-RobKF lter.
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Figure 3: RMSE and failure rates for 90% prediction con dence bands (10% nominal failure) plotted as a function
of contamination level for patch-contaminated observations. The depicted comparisons are for the KF, RobKF
and MD-RobKF lters visa-vis the enhanced RMDX-KF, RMDX-RobKF, and RMDX-MD-RobKF Iters with
MSE-optimal randomization rates  for each contamination level (outliers magnitude). Top panel: RMSE. Bottom
panel: 90% con dence band failure rate.
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Table 2: Filter-optimized RMSEs and failure rates for 90% prediction con dence bands (10% nominal failure) for

patch-contaminated observations.
Contamination level (outliers magnitude)
Filter -40 -20 -10 -5 0 5 10 20 40
Panel A: RMSEs
KF 20.113 10.212 5.389 3.182 1.922 3.120 5.315 10.135 20.035
RobKF 5355 4.851 4.012 3.026 1.922 2.937 3.959 4818 5.332
MD-RobKF 1.951 1.986 2.220 2.493 1922 2.488 2.221 1978 1.942
RMDX-KF 2323 2295 2287 2244 1922 21237 2.287 2293 2.318
RMDX-RobKF 2261 2260 2.248 2226 1922 2.216 2.243 2257 2.258
RMDX-MD-RobKF 1.949 1973 2.061 2.124 1.922 2.125 2.054 1.965 1.940
Panel B: Failure Rates
KF 0.163 0.161 0.157 0.153 0.100 0.151 0.156 0.160 0.164
RobKF 0.157 0.157 0.155 0.153 0.100 0.151 0.154 0.155 0.156
MD-RobKF 0.103 0.109 0.131 0.146 0.100 0.144 0.128 0.107 0.102
RMDX-KF 0.109 0.106 0.104 0.112 0.100 0.111 0.104 0.107 0.109
RMDX-RobKF 0.107 0.107 0.112 0.108 0.100 0.118 0.112 0.114 0.107
RMDX-MD-RobKF 0.103 0.106 0.112 0.112 0.100 0.112 0.111 0.105 0.102

Figure 4: MSE-optimal randomization rates

for unsupervised missing-data substitution and ensemble averaging

in the RMDX-KF, RMDX-RobKF, and RMDX-MD-RobKF Iters, plotted as a function of contamination level
(outlier magnitude) for patch-contaminated observations.
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Overall, the comprehensive simulation results reported above o er compelling evidence from
controlled experiments in support of our theoretical ndings that RMDX is capable of improving
the performance of existing robust Iters by means of easily implemented exogenous missing data
randomization and ensemble averaging. The next section demonstrates that the same holds true
when RMDX is applied to improve the performance of robust Iters with heavy-tailed innovations
for outlier suppression in a real-data application in economics focused on extracting in ation trends.

5. Empirical lllustration: Extracting In ation Trends

A large part of the literature on in ation forecasting has considered alternative econometric
approaches to extracting in ation trends based on time series modeling of o cially released price
index data.? Stock and Watson (2007) and Stock and Watson (2016) provide compelling evidence
for time-variation in the precision of in ation rate measurements as well as the presence of additional
persistent measurement distortions due to outliers. Motivated by these insights, we examine whether
exogenously randomized missing data substitution via RMDX can further improve the extraction
of in ation trends as an ensemble averaging enhancement to existing robust Itering methods.

5.1 Model and Filters

We build on the UCSVO modeling framework of Stock and Watson (2016) to reliably extract
underlying in ation trends. This framework is based on a conventional unobserved components (UC)
speci cation that further incorporates heteroskedasticity through stochastic volatility (SV) in both
the permanent (trend) and transitory components of in ation, and it accommodates measurement
outliers (O) by allowing for heavy-tailed shocks in the transitory component:

Yo = Xet ot Xt = Xt 1+ (34)
t=St oyt it t= xt it (35)
In( i;t) = In( 3;t Dt oy oyt In( )%;t) =In( f;t Dt x  xt (36)
oyt igi.d.N(O; 1) ; t+ 5 xt L. N(0;1); (37)

U[2; 10] with probabili
s [2;10] p ty p (38)
* 1 with probability 1 p

More precisely, the observed in ation rate y; is modeled as the sum of a permanent component
Xt (trend) and a transitory component ¢, as in equation (34). A unit-root speci cation for x; is used
to circumvent the well-known small-sample di culties associated with estimating mean-reverting
processes. Time-varying volatilities (yt and ;) account for heteroskedasticity by permitting

2 For a literature survey on in ation forecasting, see, for example, Faust and Wright (2013).
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the variances of the permanent and transitory shocks to change stochastically over time, following
logarithmic random walk processes as speci ed in equations (35){(37). Even after conditioning on
the level of stochastic volatility, measurement outliers may still induce heavy-tailed innovations in
the transitory component. This is captured via a normal-mixture speci cation for ; using an i.i.d.
multiplier s¢, which follows a U[2; 10] distribution with probability p and takes the value 1 with
probability (1  p), as in equation (38).

Figure 5: PCE in ation data (black dots) and in ation forecast targets (solid line) over the next four quarters (left

panel), eight quarters (middle panel) and twelve quarters (right panel). Top row: sample including the outlier in
2008Q4. Bottom row: sample excluding the outlier in 2008Q4.

SW Sample Period #1: 1990Q1-2025Q2

SW Sample Period #2: 1990Q1-2025Q2, excluding large outlier in 2008Q4

We use the same Markov chain Monte Carlo (MCMC) Itering and forecasting methods
as Stock and Watson (2016). These methods can accommodate missing data, which makes it
straightforward to incorporate RMDX to further enhance robustness to outliers.® Accordingly,
we extend the empirical investigation in Stock and Watson (2016) to assess the performance of
enhanced robust Itering and forecasting using RMDX ensemble averaging within the UCSVO
model framework. More precisely, we update the quarterly PCE dataset by extending the sample
period from 1960Q1{2015Q2 to 1960Q1{2025Q2, thereby also capturing the most recent temporary

8 We would like to thank Stock and Watson (2016) for making publicly available the data and program codes

required to reproduce their UCSVO results through the Harvard Dataverse repository: https://dataverse.
harvard.edu/dataset.xhtml?persistentld=doi:10.7910/DVN/GIJWNZW
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surge in in ation following the 2020 pandemic. We then generate forecasts of the average in ation
rate over the next four quarters (4Q), eight quarters (8Q), and twelve quarters (12Q), beginning in
1990Q1. Following Stock and Watson (2016), we also examine two alternative samples separately |
one that includes, and one that excludes, the large observed outlier in 2008Q4 | in order to verify
that any gains from robust Itering are not solely attributable to this single extreme observation.
Figure 5 displays the PCE in ation series together with the forecast targets, showing that omitting
the exceptionally large 2008Q4 outlier prevents these targets from being distorted.

5.2 In ation Forecasting Performance

We compare the performance of RMDX-enhanced robust UCSVO ltering and forecasting as a
function of the randomization rate 1 with that of full-sample UCSVO ltering and forecasting

( = 1), as described in the previous section. Following Stock and Watson (2007) and Stock
and Watson (2016), the forecast target is set to average in ation over horizons of 4, 8, and 12
guarters ahead, and the evaluation period runs from 1990Q1 through 2025Q2.We generate both
the RMDX-UCSVO ( 1) and the standard UCSVO ( = 1) ltered estimates and forecasts
using the MCMC methods of Stock and Watson (2016) on an expanding sample of PCE in ation
spanning 1960Q1 to 2025Q2. We assess forecast performance using the same sample mean square
forecast error (MSFE) criterion they employ and construct the relative MSFE of RMDX-UCSVO

( 1) against the UCSVO benchmark ( = 1) as follows:

Relative MSFE ; = m::zizll (39)

Figure 6 displays the gains in forecasting accuracy achieved by RMDX-UCSVO (1),
measured as the relative reduction in MSFE compared to the UCSVO benchmark ( = 1). The
maximum relative MSFE reduction of about 20% is achieved for 0:2 at forecast horizons of 8
and 12 quarters ahead, while at forecast horizon 4 quarters ahead the improvement is more modest
and less than 5%. Importantly, the performance gains achieved by employing RMDX-UCSVO
( 1) are of comparable magnitude whether or not the forecast targets are contaminated by the
extremely large 2008Q4 outlier (top versus bottom row of Figure 6), which rules out the possibility
that these gains are driven solely by that single exceptionally large outlier. Furthermore, the
attained improvements remain sizable over a wide range of randomization rates, consistent with
our theoretical results in Section 3 regarding the smooth bias{variance tradeo governed by the
randomization rate  in RMDX ensemble averaging.
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Figure 6: Relative MSFE of RMDX-UCSVO ( 1) visa-vis the UCSVO benchmark (= 1) for in ation forecast
targets over the next four quarters (left panel), eight quarters (middle panel) and twelve quarters (right panel). Top
row: sample including the outlier in 2008Q4. Bottom row: sample excluding the outlier in 2008Q4.

SW Sample Period #1: 1990Q1-2025Q2

SW Sample Period #2: 1990Q1-2025Q2, excluding large outlier in 2008Q4

The substantial MSFE reductions observed across many ex-ante xed choices of the
randomization rate  naturally raise the question of whether can instead be adjusted dynamically
over time, in a way that does not introduce look-ahead issues. To this end, next, we explore
dynamically updating by cross-validating its optimal value on a 10-year rolling window without
forward-looking bias. Figure 7 shows how the resulting one-sided optimal choice of evolves over
time. A comparison with the PCE data shown in Figure 5 indicates that the optimal one-sided
randomization rate is typically well below 1 in periods when observed in ation values tend to
cluster further away from the longer-term trend represented by the corresponding forecast target.
This parallels also the results of the simulation study in Section 4, which points to the gains from
lowering in the presence of outlier clusters that may pose a challenge for the baseline Iter without
using RMDX.

Notably, the gains in forecasting accuracy achieved by RMDX-UCSVO when using a one-sided
optimal randomization rate  are similar to those obtained when employing RMDX-UCSVO with
a xed randomization rate . Table 3 reports the relative MSFE for various RMDX-UCSVO
con gurations using both optimal and xed choices of . More precisely, for forecast targets of
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8 and 12 quarters, RMDX-UCSVO with the one-sided optimal delivers an MSFE reduction of
about 15{20% relative to the UCSVO benchmark ( = 1), which is similar to the corresponding
gain obtained when using the xed value = 0:2. Moreover, the nearly 5% reduction in MSFE
obtained using the one-sided optimal for the 4-quarters forecast target surpasses the improvement
achievable with any xed choice of . For completeness, the table reports also the considerably worse
relative MSFE obtained for two standard benchmark models commonly used in the literature: a
quarterly random walk and a 4-quarter moving average.

In summary, RMDX with a one-sided optimal avoids look-ahead issues, exhibits favorable
learning characteristics, and achieves roughly the same or better MSFE gains over the UCSVO
benchmark ( = 1) compared to RMDX with a xed

Figure 7: One-sided optimal missing data randomization rate  in RMDX-UCSVO for in ation forecast targets over
the next four quarters (left panel), eight quarters (middle panel) and twelve quarters (right panel). Top row: sample
including the outlier in 2008Q4. Bottom row: sample excluding the outlier in 2008Q4.

SW Sample Period #1: 1990Q1-2025Q2

SW Sample Period #2: 1990Q1-2025Q2, excluding large outlier in 2008Q4
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Table 3: Relative MSFE comparison for di erent Iter speci cations and randomization rates in RMDX: UCSVO
benchmark (= 1), RMDX-UCSVO speci cation with xed =0:5; 0:4; 0:3; 0:2 and RMDX-UCSVO speci cation
with optimal one-sided . The considered in ation forecast targets are over four (Q4), eight (Q8) and twelve (Q12)
quarters ahead. The last two rows report the relative MSFEs, respectively, for the random walk (RW) and four-quarter
moving average (MA) benchmarks. The forecast evaluation period is from 1990Q1 to 2025Q2 either including (sample
period #1) or excluding (sample period #2) the large outlier in 2008Q4.

Filter Speci cations Sample Period #1 Sample Period #2
Speci cation RMDX Q4 Q8 Q12 Q4 Q8 Q12
UCSVO 1 1.000 1.000 1.000 1.000 1.000 1.000

RMDX-UCSVO =5 0.991 0.893 0.831 0.986 0.884 0.820
RMDX-UCSVO =4 0.987 0.866 0.802 0.982 0.853 0.787
RMDX-UCSVO =3 0.984 0.841 0.782 0.983 0.827 0.765
RMDX-UCSVO =2 0.980 0.817 0.766 0.989 0.803 0.748
RMDX-UCSVO  Optimal 0.956 0.850 0.780 0.994 0.863 0.784
Random Walk - 2153 2.200 2.452  2.373 2.281 2.546
Moving Average - 1.224 1.254 1.198 1.219 1.253 1.175

5.3 UCSVO Model Diagnostics

A natural follow-up question that arises is whether enhancing outlier robustness and predictive
performance through RMDX-UCSVO ltering might render unnecessary other outlier-handling
features of the UCSVO model, such as incorporating stochastic volatility or including a scaling
parameter that governs the heaviness of the tails in the transient component innovations. To
examine how RMDX interacts with these alternative ways of handling outliers in the UCSVO model,
Figure 8 displays the full-sample posterior means of the in ation trend x;, the scaling factor s; that
controls the heaviness of the tails of the transient component innovations, the stochastic volatility
yit Of the transient component innovations, and the stochastic volatility ¢ of the in ation trend

innovations for RMDX-UCSVO with = 0:2 (left panel), RMDX-UCSVO with = 0:5 (middle
panel), and the standard UCSVO corresponding to =1 (right panel).

Two main observations stand out from Figure 8. First, employing RMDX produces slightly
smoother in ation trend x; and stochastic volatility . for its innovations. Importantly, though,
xt 1S still far from constant. Second, as one would anticipate, using RMDX substantially attenuates
not only the spikes in the scaling factors;, which governs the heaviness of the tails of the transient
component innovations, but also the stochastic volatility . of those innovations. However, even
when RMDX is applied with a relatively small value of such as 02 to more aggressively suppress

outliers, the posterior means of boths; and . still exhibit distinct variation over time and do not
become completely at.

These ndings underscore the importance of retaining all elements of the UCSVO model while
leveraging RMDX to further enhance the robustness of ltering and forecasting in the presence of
outliers that may deviate from the UCSVO model speci cation. Thus, from a model diagnostics
perspective, employing RMDX ensemble averaging not only delivers extra improvements in forecast
accuracy, but also provides additional validation of the UCSVO model for extracting in ation trends.
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